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Abstract
Recent developments in Markov chain Monte Carlo (MCMC) algorithms now allow us to
run thousands of chains in parallel almost as quickly as a single chain, using hardware
accelerators such as GPUs. We explore the benefits of running many chains, with an
emphasis on achieving a target precision in as short a time as possible. One expected
advantage is that, while each chain still needs to forget its initial point during a warmup
phase, the subsequent sampling phase can be almost arbitrarily short. To determine if
the resulting short chains are reliable, we need to assess how close the Markov chains are
to convergence to their stationary distribution. The bR statistic is a general purpose and
popular convergence diagnostic but unfortunately can require a long sampling phase to
work well. We present a nested design to overcome this challenge and a generalization
called nested bR. This new diagnostic works under conditions similar to bR and completes
the MCMC workflow for many GPU-friendly samplers. In addition, the proposed nesting
provides theoretical insights into the utility of bR, in both classical and short-chains regimes.
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1. Introduction

Many problems in machine learning require practitioners to compute high-dimensional in-
tegrals with respect to a target distribution, ⇡. This is a central task in Bayesian inference,
wherein all our conclusions follow from the posterior distribution, and a key step in the
training of energy-based models. In most cases, ⇡ has an intractable normalizing con-
stant, forcing practitioners to rely on approximate computation techniques. Among these,
Markov chain Monte Carlo (MCMC) algorithms stand out as often asymptotically unbiased
and broadly applicable methods (Robert and Casella, 2004; Gelman et al., 2020).

Over the past decade, much progress in computational power has come from special-
purpose single-instruction multiple-data (SIMD) processors such as GPUs. This has moti-
vated the development of GPU-friendly MCMC algorithms designed to e�ciently run many
chains in parallel (e.g., Lao et al., 2020; Ho↵man et al., 2021; Sountsov and Ho↵man, 2021;
Ho↵man and Sountsov, 2022; Riou-Durand et al., 2022). These methods often address short-
comings in pre-existing samplers designed with CPUs in mind: for example, ChEES-HMC
(Ho↵man et al., 2021) is a GPU-friendly alternative to the popular but control-flow-heavy
no-U-turn sampler (NUTS) (Ho↵man and Gelman, 2014). Using these novel MCMC algo-
rithms, it is possible to run thousands of chains almost as quickly as a single chain (Lao
et al., 2020).

In practice, MCMC usually operates in two phases: a warmup phase primarily designed
to reduce the bias of our Monte Carlo estimators and a sampling phase during which
the variance reduces with the number of samples collected. When it is possible to run
hundreds of chains, an acceptable variance can often be achieved using a sampling phase
with a few, potentially a single iteration. This takes to the extreme early proposals that
parallelization can reduce the length of the sampling phase (Rosenthal, 2000) and defines the
many-short-chains regime of MCMC. The computation is then almost entirely dominated
by the warmup phase. Naturally, averaging samples across many chains cannot reduce the
bias and in general running more chains does not enable a shorter warmup phase. The use
of cross-chain adaptation (e.g., Gilks et al., 1994; Nishihara et al., 2014; Zhang et al., 2020;
Ho↵man et al., 2021; Ho↵man and Sountsov, 2022; Garbié et al., 2022) can however upset
this narrative. Cross-chain adaptation pools information between chains during warmup to
improve the tuning of the sampler. Adaptation is typically framed as a way to decrease the
Markov chain’s autocorrelation during the sampling phase, which in turn translates into a
faster variance reduction per iteration. Yet adaptation can also lead to faster bias decay.
In the many-short-chains regime, the number of operations to achieve a target bias is the
more relevant metric. Section 2.2 provides an example where it is possible to trade warmup
length and number of chains.

1.1 Bias and convergence of Monte Carlo methods

How to reduce and even eliminate the bias of Monte Carlo estimators is a well-studied
topic, which has lead to the development of many algorithms, especially in the context
of massive parallelization. Annealed importance sampling progressively evolves a particle
from a tractable distribution, ⇡0, to a target distribution, ⇡ (Neal, 2001). The importance
sampling steps ensure that the resulting Monte Carlo estimator is unbiased, although it can
have a large or infinite variance, which no amount of parallelization can salvage. Sequential
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Monte Carlo sampling (SMC) combines importance sampling and standard MCMC to, in
a similar fashion, evolve particles from an easy-to-sample-from distribution, ⇡0, to a target,
⇡ (Del Moral et al., 2006). If well constructed, SMC can target pathological distributions,
for which the bias may not decay in any reasonable amount of time with other MCMC
algorithms. Unbiased MCMC uses transition kernels, which allow pairs of chains to couple
after a finite time (Glynn and Rhee, 2014; Jacob et al., 2020). Once a coupling occurs, it is
possible to construct an unbiased Monte Carlo estimator. Consistency can then be achieved
by increasing the number of chains, rather than the length of each chain, making unbiased
MCMC amiable to massive parallelization, provided an appropriate coupling construction
exists (Jacob et al., 2020; Nguyen et al., 2022).

Standard MCMC merely produces asymptotically unbiased samples, though in practice,
the bias may become negligible after a finite time. Once a tolerable bias is achieved,
MCMC too benefits from the variance reduction a↵orded by massive parallelization. There
is however no guarantee at the end of the warmup phase that the bias is acceptable. Instead,
practitioners need to assess whether the chains are close enough to convergence (Cowles
and Carlin, 1996; Robert and Casella, 2004). In the multiple chains setting, a popular
convergence diagnostic is bR (Gelman and Rubin, 1992; Vehtari et al., 2021). bR is general-
purpose, in the sense that it does not rely on any details of the transition kernels, and
serves as the default diagnostic in several probabilistic programming languages, including
Stan (Carpenter et al., 2017), PyMC (Salvatier et al., 2016), and TensorFlow Probability
(TensorFlow Probability Development Team, 2021), among others.

1.2 Motivation and plan

bR and its variants o↵er practical options for a broad class of MCMC algorithms and are
natural candidates for GPU-friendly samplers. However, bR requires su�ciently long chains
to work (Section 3, Proposition 7). By extension, any MCMC algorithm which relies on
bR to assess convergence must use a long sampling phase, which can be computationally
wasteful and is incompatible with the many-short-chains regime. Our main contribution
is a generalization of bR, termed nested bR (n bR), which, coupled with a suitable partition
of the Markov chains, allows us to diagnose convergence for short chains (Section 4). The
main idea is to compare groups of chains or superchains, rather than single chains, with the
constraint that each subchain within a group is initialized at the same point. Choosing how
many distinct initializations to use – equivalently how many subchains in each superchain
– is an additional tuning parameter, which a↵ects the variance and, in some sense, the bias
of n bR, during the various phases of MCMC (Section 5).

Our proposed generalization provides insights into the advantages and limitations of bR,
both in the short-chains and classic regime of MCMC. bR computes a ratio of two sample
standard deviations and is straightforward to evaluate. However, when applied to samples
which are not independent nor identically distributed—as is the case for MCMC—it becomes
di�cult to understand which quantity bR measures. It is moreover unclear how to choose a
threshold for bR to decide if the Markov chains are close enough to convergence. These issues
were recently raised by Vats and Knudson (2021) and Moins et al. (2022), who study the
convergence of bR in the limit where we run infinitely long chains. But such an asymptotic
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Figure 1: Expected squared error for a superchain Monte Carlo estimator.

analysis tacitly applies to stationary Markov chains. The many-short-chains regime suggests
taking limits in another direction: an infinite number of finite non-stationary chains.

We may then understand the utility of n bR, and hence bR, by examining how the expected
squared error of a Monte Carlo estimator decomposes before stationarity (Figure 1). This
is a standard bias-variance decomposition, with the bias decaying to 0 as we warm up the
Markov chains. The variance itself further decomposes into two terms: non-stationary and
persistent variance (Section 4.2, Equation 13). Like the bias, the non-stationary variance
decays as we increase the number of warmup iterations; hence it can be used as a proxy clock
for the decay of the bias. This resolves the outstanding paradox of how bR, a statistics based
on sample standard deviations, may be used to monitor bias decay. While n bR monitors
the total variance, rather than the non-stationary variance alone, the persistence variance
decreases linearly with the number of subchains in each superchain. This quality is specific
to n bR: when using the classic bR, the persistent variance does not decrease with the number
of chains. Section 5.1 proposes a reliability criterion for n bR and bR. We derive conditions
under which reliability holds in the Langevin di↵usion limit of MCMC, when targeting a
Gaussian. This analysis formalizes the notion of overdispersed initialization (Gelman and
Rubin, 1992) and illustrates the feasibility of using a fast approximation to start the Markov
chains, for example via variational inference (Zhang et al., 2022).

Some of our theoretical analysis focuses on the Gaussian case, but our numerical exper-
iments depart from this convenient scenario and examine mixtures of Gaussians (Section 4,
Appendix B.1) and several Bayesian models, including a logistic regression, a hierarchical
model, and a population pharmacokinetic model with a di↵erential equation-based likeli-
hood (Section 6).

Combined with n bR, access to many cores gives us a principled way to set the general
tuning parameters of MCMC, namely: the number of chains, and the length of the warmup
and sampling phases. We propose to set the number of chains to the target e↵ective sample
size (i.e., the variance of the target distribution relative to the variance of our Monte Carlo
estimator). The length of the sampling phase, N , is kept to a minimum, potentially with
N = 1. Choosing a warmup length is a more delicate problem; we lay the groundwork for
an adaptive strategy based on n bR in Section 7.
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2. Markov chain Monte Carlo using many parallel chains

Given a random variable, ✓ 2 ⇥, with a target distribution ⇡, and a scalar function of
interest, f : ⇥ ! R, our goal is to estimate the expectation, E⇡f , assuming Var⇡f < 1.
For many problems of interest, it is not possible to directly sample from ⇡, usually because
the target density is only known up to a normalizing constant. Instead we initialize our
sampling process from a known distribution ⇡0 and gradually evolve towards ⇡.

Consider now an MCMC sampler which converges to ⇡ and suppose we generate M
chains. Each chain is initialized at a point ✓(0m)

⇠ ⇡0 and is made of W warmup iterations,
which we discard, followed by N sampling iterations. We denote the nth draw from chain
m as ✓(nm). For ease of notation, we consider estimation of E⇡✓; our results generalize to
any function, f , of ✓. The classic MCMC estimator is:

✓̄(··) =
1

MN

MX

m=1

NX

n=1

✓(nm), (1)

where the ✓(nm)’s all come from the sampling phase.
If the Markov chains are approximately stationary, the bias of the Monte Carlo estimator

is negligible and the squared error dominated by the variance. The wanted precision can
then be described using the e↵ective sample size (ESS), defined below.

Definition 1 Let � be the probability measure generating a Monte Carlo estimator, S (for
example ✓̄(··)). The e↵ective sample size is

ESS , V⇡f
V�S

. (2)

We focus on the use of parallelization to run multiple chains targeting the same dis-
tribution ⇡, as discussed by Rosenthal (2000). This is in contrast to methods which use
parallel computation to evaluate a single step of MCMC, for instance using multiple cores
to evaluate a log density or its gradient (e.g., Suchard and Rambaut, 2009; Suchard et al.,
2010; Češnovar et al., 2020). Another example is population-based MCMC in which one
runs multiple chains which communicate with one another but target di↵erent distribu-
tions, meaning we are still constructing a single chain targeting ⇡ (Lee et al., 2010). Such
within-chain parallelization relies on the specific structure of the transition kernel, while
between-chain parallelization is more general. Naturally both approaches can be applied
simultaneously, provided enough cores are available (e.g Nishihara et al., 2014).

2.1 Variance reduction

Running more chains decreases the variance of our Monte Carlo estimator. If the chains
are stationary, then M lower-bounds the ESS, with this lower bound attained for N = 1.
The N = 1 case minimizes run time and is of particular interest. Hence, if the target ESS
is 100, it su�ces to run 100 chains with a suitable W and N = 1. Running more chains
or longer chains further decreases the variance but is computationally wasteful, since the
target precision is already achieved.

In our experience the target ESS may vary between applications, at times being as low
as 10 or as high as 500. When estimating tail quantities, such as the 97.5th quantile, rather
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than expectation values, we may require a much larger ESS, e.g. ⇠10,000. Whether or
not we need the 1,000’s of chains provided by a GPU therefore depends on the application.
Another consideration is that certain operations work poorly on a GPU core and may require
a CPU processor, for example when solving systems of di↵erential equations which arise in
Bayesian epidemiology models (e.g Grinsztajn et al., 2021). Still clusters of CPUs typically
support 64–128 cores, which often justifies using a short or moderately short sampling phase.

2.2 Bias reduction via adaptation

Many MCMC algorithms use the warmup phase to tune the sampler using information from
early iterations (Andrieu and Thoms, 2008). Such an adaptation is critical for gradient-
based algorithms such as Hamiltonian Monte Carlo, the performance of which strongly
depends on the tuning parameters (Neal, 2012; Betancourt, 2018). Cross-chain adaptation
methods share information between chains to tune the sampler, suggesting using more chains
may improve adaptation. The predominantly reported metric for performance of adaptive
MCMC is ESS per operation, once convergence is achieved. However when the variance
reduction primarily comes from running many chains rather than long chains, this metric
is not very relevant; in fact, it is completely irrelevant when N = 1. The more pertinent
question is can adaptation lead to a faster bias decay? A general answer to this question is
beyond the scope of this paper; however, we provide an illustrative example using ChEES-
HMC with arithmetic step averaging (Ho↵man et al., 2021). The target distribution is an
ill-conditioned Gaussian: its covariance matrix has condition number ⇠ 1.3⇥ 105, and the
sampler needs to be properly tuned in order to handle the heterogenous scaling in di↵erent
dimensions. We report the average number of gradient evaluations per chain–which are
the dominant operation in ChEES-HMC–required to achieve a target bias along the first
dimension. Figure 2 shows increasing the number of chains allows us to achieve a target
bias in fewer operations.

Another example can be found in the normalizing flow literature: Monte Carlo estima-
tion with normalizing flows relies on running many chains to target multimodal distributions
(Garbié et al., 2022). For the method to work well, the number of chains needs to be large
relative to the number of basins of attraction. On such pathological targets, it takes with
a single chain a prohibitive amount of time for the bias to decay, while the problem is
well-handled once we su�ciently increase the number of chains.

To take advantage of the shorter sampling phase and potentially shorter warmup phase
a↵orded by the many-chains regime, practitioners need to assess how close the Markov
chains are to convergence. This is, moving forward, the focus of the paper.

3. Perspectives on bR

Gelman and Rubin (1992) introduce the potential scale reduction factor, bR, as a conver-
gence diagnostic for MCMC using multiple chains. To compute bR, one simply takes the
ratio between the total standard deviation across all chains and the expected within-chain
standard deviation.
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Figure 2: Average number of gradient evaluations per chains required to achieve a target bias
on an ill-conditioned Gaussian target. Samples are obtained via 1,000 iterations
of ChEES-HMC with varying number of chains. Due to cross-adaptation, a higher
number of chains leads to a faster bias decay. Note that with 2 chains, a target
bias below 10�2 cannot be achieved in 1,000 iterations.

Definition 2 Let

cW , 1

M

MX

m=1

1

N � 1

NX

n=1

⇣
✓(nm)

� ✓̄(·m)
⌘2

, (3)

and

bB , 1

M � 1

MX

m=1

⇣
✓̄(·m)

� ✓̄(··)
⌘2

. (4)

Then

bR ,

s
bB +cW
cW

. (5)

The expression for bR is motivated by the law of total variance.1 If the chains are mixing,
the total variance and the within-chain variance converge almost surely to V⇡✓ as N !1,
meaning bR almost surely converges to 1. A common practice to assess convergence of
the chains is to check that bR  1 + ✏, for some ✏ > 0. The choice of ✏ varies across in
the literature and has evolved over time, starting at ✏ = 0.1 and recently using the more
conservative value ✏ = 0.01 (Vehtari et al., 2021; Vats and Knudson, 2021).

1. The original bR uses a slightly di↵erent estimate for the within-chain variance when computing the
numerator in bR. There cW is scaled by 1/N , rather than 1/(N � 1). This explains why occasionally
bR < 1. This is of little concern when N is large, but we care about the case where N is small, and we
therefore adjust the bR statistic slightly.
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Recently, Vats and Knudson (2021) suggested viewing bR as a one-to-one map with ESS,
observing that

bR =

q
1 + bB/cW, (6)

and noting that cW/ bB provides an estimator of ESS(1), which is the ESS per chain. Gelman
et al. (2003) also proposed such an estimator, leveraging previous work by Geyer (1992) and
Hastings (1970). Viewing bR as a reframing of ESS provides insights into the behavior of
bR for stationary chains—and notably why it might be pessimistic in the many-short-chains
regime—but it does not tell us much about its utility as a diagnostic for convergence and
bias decay.

We propose to view bR as a measure of agreement between (potentially non-stationary)
Monte Carlo estimators. Each chain is distinguished by its initialization point and its seed
but E⇡✓ is independent of both of these factors. If either the initialization or the seed
influences our estimator too much then that estimator may not be accurate. Equation (6)

shows that bR converges to 1 if bB is small relative to cW . Moreover,

bR  1 + ✏ () bB  2✏cW + O(✏2). (7)

This inequality establishes a tolerance value for bB, scaled by cW .
To further make sense of this expression, we investigate the asymptotic behavior of bB

and cW . This tells us what bR measures. One subtlety is that limits may be taken along the
number of chains, M , the length of the warmup phase, W, or the length of the sampling
phase, N . Because we care about the many-short-chains regime, we assume N is finite.
We shall use W ! 1 only for the ideal case where the chains are stationary. This leaves
us to work with M ! 1, with which we can study the asymptotic behavior of bR on
non-stationary chains.

Proposition 3

bB a.s
����!
M!1

B , V�✓̄(·m) (8)

and

cW a.s
����!
M!1

W , 1

N � 1

NX

n=1

⇣
V�✓(nm)

� V�✓̄(·m)
⌘
+

✓⇣
E�✓(nm)

⌘2
�

⇣
E�✓̄(·m)

⌘2◆
. (9)

Remark 4 bB measures the variance of the Monte Carlo estimators produced by a single
chain.

Remark 5 The di↵erence in squared expectations on the right side of (9) is due to the
drift of the chain. It follows from Jensen’s inequality that this drift term is always positive.

Remark 6 A positive autocorrelation within a chain increases V�✓̄(·m), thereby reducing
the term in the first bracket on the right side of (9). For W !1, the drift term vanishes
and, for fixed N , we underestimate the asymptotic variance; i.e., lim

W!1
W  V⇡✓.
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Proposition 7 If the Markov chain has nonnegative autocorrelations, then

lim
W!1

r
1 +

B

W
�

s
1 +

1

ESS(1)
, (10)

with the lower bound attained if the autocorrelation is 0.

Equation (10) shows that for a small ESS(1) the quantity measured by bR does not converge to

1, even when the chains are stationary. Hence bR is likely to be pessimistic in the many-short-
chains regime. In the less common case that the chains admit a negative autocorrelation
between adjacent samples, (10) may not hold; see Appendix A.2.

Example 1 We demonstrate the problem of bR’s pessimism on the two-dimensional Banana
distribution,

✓1 ⇠ normal(0, 10);

✓2 | ✓1 ⇠ normal(0.03 (✓21 � 100), 1). (11)

This is a simple transformation of a two-dimensional normal with highly non-convex level
sets. After warming up 512 chains for 200 iterations, we only require 1 sampling iteration
to achieve a squared error below Var⇡✓/100. Using 4 chains requires a sampling phase with
⇠ 200–400 iterations (Figure 3, left). Figure 3 (right) shows the quantity measured by bR is
indi↵erent to the number of chains we run. However, bR is less noisy when computed with
512 chains. In this example, running 512 chains until bR  1.01 is computationally wasteful,
and bR using a threshold of 1.01 is not an appropriate convergence diagnostic.

We conclude this section by observing that bR monitors the variance of the per-chain
Monte Carlo estimator rather than its squared error or bias. For bR to be useful, the ratio
B/W must fall below ⇠2✏ only once the bias has decayed su�ciently. We will use this
idea to define a notion of reliability for bR. Since this analysis is both more general and
pedagogically more sound when done on n bR, we relegate it to Section 4.2.

4. Nested bR

The motivation for n bR is to construct a diagnostic which is less pessimistic than bR and
does not conflate poor mixing and short chains. We will show that n bR generalizes bR by
providing an additional tuning parameter, which allows us to control: (i) how well we
measure a non-stationary variance term, and (ii) the diagnostic’s variance during various
phases of MCMC. In addition, n bR can handle the case where N = 1, which minimizes the
length of the sampling phase and is of particular interest for parallel computing schemes.

The premise of n bR is to compare Monte Carlo estimators whose variance decreases with
both the number of iterations and the number of chains. A natural way to do this is to group
chains into superchains. Our MCMC process now has K superchains, each comprising M
chains. We denote as ✓(nmk) the nth draw from chain m of superchain k. The Monte Carlo
estimators compared by n bR are the sample means of each superchain,

✓̄(..k) =
1

MN

MX

m=1

NX

n=1

✓(nmk). (12)
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Figure 3: MCMC for E✓1 in the Banana distribution. (left) Squared error of Monte Carlo
estimators after warmup. (right) bR computed with 4 or 512 chains, and n bR with
4 groups of 128 subchains.

Provided we have enough chains per group, n bR quickly goes to 1, reflecting the high precision
of ✓̄(···) after a few iterations (Figure 3).

Definition 8 Let

n bB =
1

K � 1

KX

k=1

⇣
✓̄(··k) � ✓̄(···)

⌘2
, (13)

and

ncW =
1

K

KX

k=1

⇣
B̃k + W̃k

⌘
, (14)

where we require either N > 1 or M > 1, and

B̃k ,
(

1
M�1

PM
m=1

�
✓̄(·mk)

� ✓̄(··k)
�2

if M > 1,

0 if M = 1,

W̃k ,
(

1
M

PM
m=1

1
N�1

PN
n=1

�
✓(nmk)

� ✓̄(·mk)
�2

if N > 1,

0 if N = 1.

Then

n bR ,

s

1 +
n bB
ncW

. (15)

In the special case where N = 1 we take the within-chain variance to be 0, which makes cW
smaller and results in a stricter tolerance on bB. Similarly when M = 1 we take the between
chain variance to be 0, thereby removing the first term when calculating cW . n bR then
reduces to bR. The classical bR is the special case where we run one chain per superchain.
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4.1 Limitations when using independent chains

Unfortunately n bR as defined above can be too optimistic, as illustrated by the following
thought experiment.

Example 2 Consider an unbalanced bimodal target distribution,

⇡(✓) = 0.3 normal(✓ | �10, 1) + 0.7 normal(✓ | 10, 1),

and suppose each chain is either initialized at ✓0 = �10 or ✓0 = 10 with equal probability.
Typical MCMC chains will not be able to mix across the high energy barrier between the
modes. As a result, which mode a chain explores depends strongly on the initialization,
and MCMC incorrectly ascribes (on average) probability mass 0.5 to each mode. The per
chain Monte Carlo estimators disagree, since they estimate the means at di↵erent modes.
This allows bR to diagnose the issue. On the other hand, the per-superchain Monte Carlo
estimators are in agreement, since each superchain will, on average, have half their chains
at each mode. This leads n bR to incorrectly claim convergence.

More generally, the limitation of n bR can be understood by examining the quantity
measured by n bR, along the limit K !1. From Proposition 3 and Definition 8:

Proposition 9 Suppose the chains are all independent. Then

n bB a.s
����!
K!1

nB⇤ , V�✓̄(··k) =
1

M
V�✓̄(·mk), (16)

ncW a.s
����!
K!1

nW ⇤ , V�✓̄(·mk) +W. (17)

With respect to M , nB⇤ = O(1/M), while nW ⇤ = O(1), meaning nB⇤/nW ⇤ = O(1/M).
Hence, regardless of whether the chains are stationary or not, n bR can be arbitrarily close 1
for su�ciently large M .

4.2 Initialization requirement

To remedy the above issue, we impose the constraint that all chains within a superchain be
initialized at the same point, ✓k0 . This allows us to track the influence of the initial point.
In our thought experiment, the initial point determines which mode each chain explores.
The proposed strategy therefore produces superchains, each confined to a single mode and
thence in disagreement with one another, meaning we can now identify with n bR that our
MCMC estimates are unreliable.

Remark 10 bR, which is the special case of n bR with one chain per superchain, implicitly
verifies the above initialization conditions. Hence all the results to follow apply to bR.

To study the behavior of n bR under the initialization constraint, we break up the MCMC
process, �, in two steps: (i) an initial draw from a starting distribution ⇡0, and (ii) an
MCMC process, �, conditional on that initial point. We then have a variance decomposition,

nB , Var�✓̄
(..k) = E⇡0

⇣
V�
⇣
✓̄(..k) | ✓k0

⌘⌘
+ V⇡0

⇣
E�
⇣
✓̄(..k) | ✓k0

⌘⌘
. (18)
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Figure 4: Variance of Monte Carlo estimators, ✓̄(··k), constructed using a single chain, a
naive superchain of 1024 independent subchains, or a superchain of 1024 sub-
chains initialized at the same point.

Conditional on ✓k0 , the chains are independent, and

E⇡0
⇣
V�
⇣
✓̄(..k) | ✓k0

⌘⌘
=

1

M
E⇡0

⇣
V�
⇣
✓̄(.mk)

| ✓k0

⌘⌘
= O(1/M).

On the other hand, the second term on the right side of (18), V⇡0
�
E�
�
✓̄(..k) | ✓k0

��
, is

indi↵erent to M . For it to decay, the expected value of ✓̄(..k) must become independent
of ✓k0 . To use a common phrase, the chains must “forget” where they started. Hence nB
decomposes into a persistent variance term, which at stationarity can be linked to ESS(1),
and a non-stationary variance term, which vanishes as W !1, but not as M grows.

Our initialization scheme o↵ers a useful compromise between B and nB⇤, the variance
obtained when using a naive superchain, that is, a superchain wherein all the chains are
independent. nB first behaves like B and, as the correlation to the starting point decays,
switches to behaving like nB⇤. We demonstrate this transient behavior (or lack thereof) on
two examples: (i) a Gaussian distribution where the chains mix and the transient behavior
occurs; (ii) a mixture of two Gaussian distributions where the chains fail to mix and nB does

not transition to the naive behavior (Figure 4). We now incorporate ncW in our analysis.

Theorem 11 Suppose all chains, within a superchain, start at the same point, ✓k0 ⇠ ⇡0.
Then, for N � 1 and M � 1,

ncW a.s
����!
K!1

nW = E⇡0V�(✓̄(·mk)
| ✓k0) +W 0,

12
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where

W 0 =

(
1

N�1

PN
n=1V�✓(nmk)

� V�✓̄(·mk) + (E�✓(nmk))2 � (E�✓(·mk))2 if N > 1

0 if N = 1.

Hence nW is O(1) with respect to M . Furthermore

n bB a.s
����!
K!1

nB =
E⇡0V�(✓̄(·mk)

| ✓k0)

M
+ V⇡0E�(✓̄(·mk)

| ✓k0),

where the first term is O(1/M) and the second term is O(1) with respect to M .

Corollary 12 (stationarity) Under the same conditions as in Theorem 11 and assuming
furthermore that N > 1,

lim
W!1

nB

nW
=

1

M
⇣
1+NESS(1)

N�1

⌘ . (19)

Hence at stationarity for large N , nB/nW ⇡ 1/MESS(1), the inverse ESS per superchain.
This can be seen as a generalization of the approximation by Vats and Knudson (2021).

Corollary 13 (minimal sampling) Under the same conditions as in Theorem 11 and as-
suming N = 1,

nB

nW
=

1

M
+

V⇡0E�(✓(1mk)
| ✓k0)

E⇡0V�(✓(1mk) | ✓k0)
. (20)

The proofs for Theorem 11 and Corollaries 12 and 13 are in the Appendix.
By not assuming stationarity, Theorem 11 and Corollary 13 elicit a non-stationary

variance term. We argue that the primary utility of n bR as a convergence diagnostic is
to measure the non-stationary variance, which like the squared bias, decays as the chains
converge to stationarity but not as we increase the number of chains. In this sense, the
non-stationary variance may be used as a proxy clock for squared bias. The persistent
variance term, on the other hand, is a nuisance. Figure 1 summarizes these concepts.
While it is important to compute the variance of the Monte Carlo estimator, this can
be done separately and more e�ciently using autocorrelation functions, after approximate
convergence is established (e.g., Plummer et al., 2006; Geyer, 2012; Vehtari et al., 2021).

The statistic n bR merely provides an upper bound on non-stationary variance, which
becomes sharper as we increase M and N . The impact of increasing N depends on of the
specifics of the MCMC process, including the autocorrelation and the drift of the chain,
meaning we cannot, in most cases, calculate exactly how sharp the upper bound is. On the
other hand, Corollary 13 shows that, in the N = 1 case, the variance term reduces to 1/M ,
regardless of what MCMC process we use or how long the chains have warmed up.

This provides a new perspective on how to choose a threshold for n bR. Recognizing the
chains are never exactly stationary after a finite time, we can pick a tolerance, ✏0, on the
non-stationary variance. The variance term should also be taken into account. In the N = 1
case, for example, we may use nB/nW  1/M + ✏0. We will see that when M is moderately
large (⇠ 100), running N > 1 is necessary to reduce the variance of n bR. Empirically, we
find picking N = 5 stabilizes n bR and makes the variance term relatively small, though how
small depends on the specific application. For larger KM (⇠ 2000), using N = 1 appears
to be a viable strategy (Section 6.2).
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5. Reliability of n bR

A well-known issue with bR is that, while all the chains may be in good agreement with
each other, they may still all be wrong, and n bR inherits this limitation. In this section,
we examine how the choice of the initial distribution, ⇡0, and the number of initializations,
K, can mitigate this problem. These tuning parameters respectively address two distinct
sources of errors. (i) The non-stationary variance of the Monte Carlo estimator is not a good
proxy for the squared error. (ii) The variance of the Monte Carlo estimator and furthermore
the ratio B/W are poorly estimated, meaning n bR is noisy.

5.1 Biased chains

Markov chains are biased by their initialization. This bias decays over iterations and, if
the chains mix well, it becomes negligible in a reasonable amount of time. When there is
poor mixing, as can happen with multimodal or funnel distributions, the bias may take an
unwieldy time to decay. In either case, we want to make sure that the variance of our Monte
Carlo estimators does not decay to zero when the bias remains important.

Definition 14 For a scalar value, ✓, we say an MCMC process is (�, �0)-reliable for bR if

B

W
 � =)

(E�✓̄(·m)
� E⇡✓)2

V⇡✓
 �0, (21)

for � > 0 and �0 > 0. A similar definition holds for n bR, using nB/nW and ✓̄(··k).

A common heuristic is to use “overdispersed” initializations with the goal of inflating
the initial variance of the Monte Carlo estimators, ensuring that the squared error is dom-
inated by variance rather than squared bias (Gelman and Rubin, 1992). But using a large
initial variance is not always feasible. For certain problems, evaluating an MCMC kernel
at extreme values can be computationally slow and numerically unstable. This has been
observed in Bayesian models based on ordinary di↵erential equations, which arise in phar-
macometrics, epidemiology, and other fields (e.g Margossian et al., 2021; Grinsztajn et al.,
2021; Gelman et al., 2020). Furthermore, MCMC can be sped up by using good initializa-
tions drawn from a fast approximation of the target distribution, ⇡ (e.g Zhang et al., 2022).
Hence we may wonder whether using “good” initializations makes bR and n bR unreliable.

We cannot study in full generality the requirements on ⇡0 to make n bR (�, �0)-reliable.
Instead we restrict ourselves to the Gaussian target ⇡ = normal(µ,�) which provides in-
tuition for unimodal targets. Furthermore, a Gaussian approximation may be reasonable
after rank normalization; see Vehtari et al. (2021). To approximate a large class of MCMC
processes, we consider the solution (Xt)t�0 of the Langevin di↵usion targeting ⇡ defined by
the stochastic di↵erential equation

dXt = � (Xt � µ)dt+
p
2� dWt, (22)

where (Wt)t�0 is a standard Brownian motion. The convergence of MCMC toward continu-
ous-time stochastic processes has been widely studied. Gelman et al. (1997) and Roberts and
Rosenthal (1998) established scaling limits of random walk Metropolis and the Metropolis

14
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adjusted Langevin algorithm toward Langevin di↵usion. Similar studies have been con-
ducted for Hamiltonian Monte Carlo and its extensions; see, e.g., Beskos et al. (2013),
Riou-Durand and Vogrinc (2022). Typically, the solution of a continuous-time process after
a time T > 0 is approximated by a Markov chain, discretized with a time step h > 0 and
run for bT/hc steps. We consider here a Gaussian initial distribution ⇡0 = normal(µ0,�0).
In this setup, the bias and the variance of the Monte Carlo estimator admit an analytical
form.

The solution XT is interpreted as an approximation as h ! 0 of the setting where
we run parralel chains for W = bT/hc iterations and retain N = 1 draw from each (i.e.
✓(1mk) = XT ). This scenario epitomizes the many short chains regime and is also the
simplest one to analyze.

Lemma 15 Let (Xt)t�0 be the solution of (22) starting from X0 ⇠ ⇡0. Then for any
warmup time T > 0 we have

E✓̄(1·k) � E⇡X = EXT � E⇡X = (µ0 � µ)e�T (23)

and
nB

nW
=

V⇡0E(XT | X0)

E⇡0V(XT | X0)
=

1

M
+

�20
�2(e2T � 1)

. (24)

Crucially both the squared bias and non-stationary variance decay at a rate ⇠ e�2T , justi-
fying why the latter can be used as a proxy clock for the former.

Remark 16

lim
M!1

nB

nW
=

�20
�2(e2T � 1)

. (25)

As prescribed by Theorem 11, the ratio nB/nW does not decay to 0 as M grows. One also
needs T !1.

Theorem 17 Let � > 0 and �0 > 0. Assume the conditions stated in Lemma 15. If
(µ0 � µ)/�2  �0, n bR is trivially (�, �0)-reliable. If (µ0 � µ)/�2 > �0, then n bR is (�, �0)-
reliable if and only if

�20 >

✓
� �

1

M

◆✓
(µ� µ0)2

�0�2
� 1

◆
�2. (26)

The proofs for Lemma 15 and Theorem 17 are in Appendix A. Numerical experiments
demonstrating the use of Theorem 17 on a Gaussian and a mixture of Gaussians targets
can be found in Appendix B.1.

Theorem 17 formalizes the requirement for an overdispersed initialization and, further-
more, shows overdispersion must be understood relative to the initial bias, (µ�µ0)2. In the
limit where �0 !1, n bR is always reliable. This conservative choice is however not useful as
it may prevent our MCMC algorithm from approaching convergence in a reasonable time.
If the initial bias is small, we may use a small �0 without compromising the reliability of n bR.
The lower bound in (26) provides the optimal choice for detecting that the scaled squared
bias is below the target tolerance as quickly as possible (as measured by T ). In practice, we
cannot measure the bias; nonetheless we believe the analysis presented here can shed light
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on what constitutes a useful initialization. In a Bayesian context, initializing the Markov
chains from the prior distribution is often expected to produce an overdispersed initializa-
tion. What if we use a fast approximation, such as variational inference, as discussed by
Zhang et al. (2022)? According to Theorem 17, if the approximation reduces the squared
bias more than the initial variance of the prior, then the property of reliability is preserved.

An analysis for bR and n bR wherein we approximate the N > 1 case is complicated by the
presence of drift terms, which depend on �20. This analysis is relegated to Appendix B.2.

5.2 Variance of n bB/ncW

So far we have focused on the quantity measured by n bR. We now assume a finite number
of superchains. Even if n bR is (�, �0)-reliable, it may be too noisy to be useful. An example
of this arises in the multimodal case, where all K superchains may initialize by chance in
the same mode. In this scenario, K is too small and we drastically underestimate V� ✓̄(··k).
One would need enough initializations to find multiple modes and diagnose the chains’ poor
mixing.

When using bR, it seems reasonable to increase the number of chains as much as possible.
The question is more subtle for n bR: given a fixed total number of chains, KM , how many
superchains should we run? Once again we consider the case where ⇡ is Gaussian, which
can be approximate by rank-normalization (Vehtari et al., 2021). If N = 1, the optimal
tuning of K given a fixed KM can be worked out exactly once the chains are stationary.

Theorem 18 Suppose (i) W ! 1, (ii) N = 1 and (iii) the stationary distribution is a
standard normal. Then

M
n bB
ncW
⇠ FK�1,M�1. (27)

The proof is in Appendix A. Under the assumptions made in Theorem 18, the variance of
n bB/ncW is minimized for K = 2. This goes against our intuition that we should not use too
few initializations. The paradox lies in the assumption of stationarity. Through simulations,
we estimate the variance of n bB/ncW for non-stationary chains, in the case where KM = 128,
and for varying values of K ranging from 2 to 64 (Figure 5). While K = 2 minimizes the
variance near stationarity, it nearly maximises it during earlier stages of the warmup. In
fact no choice of K uniformly minimizes the variance of n bB/ncW . More precisely we can
distinguish three phases:

1. An early warmup phase during which n bB/ncW is large due to noisy estimates of nW ,

especially if ncW ⇡ 0. This induces a large variance, but is of little concern since for
a large n bB/ncW , we do not erroneously claim convergence.

2. A main warmup phase during which poor estimates of nB, notably for a small K, can
make n bR misleadingly small.

3. A stationary phase, during which the variance is minimized at K = 2, and increases
drastically for larger values of K.

For di↵erent K’s, n bB/ncW measures di↵erent quantities. To see this, recall that nB/nW
decomposes into the non-stationary variance and the persistent variance, with the latter
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Figure 5: Variance of n bB/ncW , estimated for KM = 128 chains, split into K superchains,
with N = 1 and a varying warmup length, W, on a Gaussian target.

being O(1/M) (Theorem 11). In particular, as W ! 1 and for N = 1, the limit of
nB/nW is ⇠0.16 for K = 2 versus 0.5 for K = 64. Hence it is tempting to compare,
rather than the variance, the fractional variance, which is uniformly minimized for K = 64.
But this is misleading. The quantity we care about is not nB but non-stationary variance,
E⇡0V�(✓̄(·mk)

| ✓k0), which stays the same no matter what K we choose. A small M implies
that our measurement of the non-stationary variance is contaminated by a large and noisy
nuisance term.

We now see the competing forces at play when choosing the tuning parameter, K. Em-
pirically, we find the choice K = 8 or 16 o↵ers a useful compromise (Section 6). Increasing
the number of draws, N , can reduce the variance of n bR. Bearing available computational
resources, it is also possible to increase the total number of chains. We however find that
this is not as e↵ective a method to reduce the variance of nB/nW as changing K. For
additional empirical results, see Appendix C.

6. Numerical experiments

We run ChEES-HMC (Ho↵man et al., 2021), using TensorFlow Probability’s implemen-
tation on a GPU, on four targets which represent a diversity of applications, notably in
Bayesian modeling, and depart from the Gaussian examples we have thus far considered
(Appendix D provides a more detailed description of each distribution):

• Banana (Dimension = 2). A joint normal distribution nonlinearly transformed to
have high curvature; see equation (11).

• German Credit (Dimension = 25). The posterior for a Bayesian logistic regres-
sion model on the numerical version of the German credit data set (Dua and Gra↵,
2017).

• Eight Schools (Dimension = 10). The posterior for a Bayesian hierarchical model
of the e↵ect of a test-preparation program for high school students (Rubin, 1981).
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• Pharmacokinetics (Dimension = 45). The posterior for a Bayesian population
model describing the di↵usion of a drug in the body via a di↵erential equation (e.g.,
Wakefield, 1996; Margossian et al., 2022), using data simulated over 20 patients.

6.1 Model of the Monte Carlo squared error

Invoking the Central Limit Theorem, we assume ✓̄(···) is approximately normally distributed
for stationary Markov chains. Then for N = 1, the scaled squared error approximatively
follows a �2 distribution,

E2 , KM

V⇡✓
(✓̄(1··) � E⇡✓)2

approx.
⇠ �2

1. (28)

Benchmarks for E⇡✓ and V⇡✓ are computed using long MCMC runs (Appendix D). We
use the above approximation to jointly model the expected squared error at stationarity
across all dimensions. This is somewhat of a simplification, since we do not account for
the correlations between dimensions: for positive correlations the model underestimates the
error, and for negative correlations such as with the Banana, it overestimates the error.

Our goal is to understand the distribution of the squared error given n bR is below a
certain threshold, for a certain choice of K, M , and N ; that is,

⇡�(E
2

| n bRK,M,N  1 + ✏,W Wmax). (29)

Setting K,M,N , ✏ so that ⇡�(E2
| · · · ) ⇡ �2

1 yields a useful convergence diagnostic. The
warmup length, W, must be accounted for, since it influences the distribution of E2. Our
experiments focus on W 2 (0, 1000). A warmup of 1000 iterations is typical for HMC.

For each model, we compute n bR using N = 5 draws after warmups of varying lengths
` = (10, 20, 30, . . . , 100, 200, 300, . . . , 1000). At the end of each warmup window, we record
n bR for each dimension and the corresponding E2 using a single draw per chain for each di-
mension. We repeat our experiment 10 times for the moderately high-dimensional posterior
distributions of the German Credit and the Pharmacokinetics models and 30 times for the
lower-dimensional Banana and Eight School distributions. This procedure is intended to
produce a large number of experimental observations while only using a reasonable amount
of computational resources.

6.2 Results

Figure 6 plots E2 against n bR, for KM = 128 and varying K. Figure 7 plots the fraction
of times the squared error is above the 0.95th quantile of a �2

1 distribution for n bR below
varying thresholds, 1 + ✏. For K = 2, there is no acceptable threshold after which the
fraction falls to ⇠0.05; rather the fraction lands closer to 0.10 or 0.15. For K 2 {4, 8, 16}
and su�ciently small n bR, the fractions falls between 0.05 and 0.10, and the conventional
threshold, ✏ = 0.01, works well.

For larger K’s, i.e. 32, 64, n bR rarely falls below 1.01, as expected. Nonetheless, passed
a certain threshold, the squared error behaves as we might expect from stationary Markov
chains. This suggests using a larger threshold, ✏, when M is small, to detect convergence.
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Figure 6: Scaled squared error plotted vs. n bR � 1. The yellow line corresponds to ✏ =
0.01. The horizontal lines show the median and 0.9 coverage intervals of the
squared error distribution for stationary chains (Section 6.1). n bR is useful if
there exists a threshold such that, passed this threshold, the error behaves as it
would at stationarity. For example, no such threshold exists for K = 2. For
K = 8, the conventional ✏ = 0.01 works well. For K = 64, a threshold might exist
but it is clearly larger than 0.01.
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Figure 7: Fraction of Monte Carlo estimates with scaled squared error above the 95th quan-
tile of the stationary error distribution (Section 6.1). The fraction is computed
for all n bR  1 + ✏, provided we have at least 100 observations. n bR is a useful
diagnostic if there exists some ✏ after which the Markov chains are approximately
stationary. Such a threshold does not exist for K = 2. For K = 8, the con-
ventional ✏ = 0.01 works well. For K � 16, a threshold exists but it is larger
than 0.01 and it varies substantially between models due to the di↵erence in the
Markov chain’s autocorrelation.
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Figure 8: Squared error distribution given n bR  1 + ✏ when using K = 16, M = 128, and
N = 1. In the N = 1 case, the lower bound when K ! 1 on n bR, marked by a
blue horizontal line, is the same across all transition kernels and can be used as a
threshold. This lower bound is ✏ ⇡ 0.004, which is smaller than the conventional
✏ = 0.01 limit.

From Corollary 12,

lim
K!1

n bR �
vuut1 +

1

M
⇣
1+NESS(1)

N�1

⌘ . (30)

Unfortunately ESS(1) is specific to the transition kernel we use, meaning the right threshold
varies between applications. This can been seen clearly in the K = 64 case (Figure 7): a
threshold that works well for one model would be catastrophic for other models. Picking
an application specific threshold could work if we had a reasonable estimation of ESS(1),
but calculations of ESS rely on the chains being approximately stationary, leaving us with
a chicken-and-egg problem.

We may overcome this challenge by invoking the N = 1 case (Corollary 13), whereby

lim
K!1

n bR �
r
1 +

1

M
. (31)

This lower bound is the same for any transition kernel but using N = 1 comes at the cost
of increasing the variance of n bR (Section 5.2, Appendix C). Numerical experiments show
that no useful threshold may exist for most choices of K when N = 1 (Appendix E). If
computational resources are available, we may run many chains to reduce the variance of
our diagnostic. Figure 8 demonstrates the use of n bR for KM = 2048, with K = 16 and
N = 1. In this configuration, the conventional 1.01 threshold is too optimistic. On the
other hand, the threshold prescribed by inequality (31) (⇠ 1.004) works well across all the
models. Using this threshold may be interpreted as tolerating a non-stationary variance
within the measurement error of n bR.
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7. Toward an adaptive warmup length using n bR

The development of convergence diagnostics is intimately tied to early stopping of MCMC;
for early examples, see Geweke (1992) and Cowles and Carlin (1996). As pointed out by
Cowles et al. (1998), early stopping can introduce a bias in MCMC. Several strategies have
been proposed to address this problem (e.g., Cowles et al., 1998; Jones et al., 2006), without
seeing (yet) wide adoption. Standard practice remains to prespecify the warmup length,
then run a long sampling phase and only then run various diagnostics. This means the
warmup length is rarely optimal, which is that much more exasperating in the many-short-
chains regime, where the warmup almost entirely dominates the computation. Recently,
Zhang et al. (2020) introduced cross-chain warmup for Stan, an adaptive warmup strategy
using the improved bR and ESS estimator from Vehtari et al. (2021). Cross-chain warmup
uses multiple warmup windows of length w and, at the end of each window, computes the
rank-normalized bR, as well as the ESS for the unnormalized log target density. If bR  bR⇤

and ESS � ESS⇤, for a prespecified bR⇤ and ESS⇤, we end the warmup phase. It is however
unclear how to choose bR⇤ and ESS⇤, with both quantities depending in a non-trivial manner
on w and specifics of the MCMC transition kernel.

We propose the following modification using n bR. After each warmup window, generate
N  5 new samples to compute n bR and determine whether to stop. If w ⇡ 100, computing
these additional iterations is relatively cheap. This use of n bR aligns with its natural intent,
and the window length w does not impact our diagnostic. Appendix F provides algorithmic
details. We demonstrate the adaptive warmup length on the Eight Schools and German
Credit models, using ChESS-HMC with K = 16, M = 8, N = 5 and ✏ = 0.05. Figure 9 shows
the error distribution using Monte Carlo estimators with N = 1. For the Eight Schools,
warmup length varies between runs, likely because our initialization strongly influences how
quickly the Markov chains approach stationarity. For the German credit model, warmup
length is consistently 600 or 700 iterations. There is no obvious correlation between the
observed squared error and the length of the warmup, suggesting the algorithm does a
good job of gauging when to stop. We find these preliminary results encouraging and leave
to future work a more in-depth analysis, notably addressing issues of bias that arise with
sequential testing.

8. Discussion

The question of e↵ectively using parallelization for MCMC remains an outstanding chal-
lenge. This paper addresses the problem of assessing approximate convergence and ensuring
the chains have a su�ciently small bias. We propose a new convergence diagnostic, n bR,
which is straightforward to implement for a broad class of MCMC algorithms and works for
both long and short chains, in the sense that bR works for long chains. A small n bR (or bR)
does not guarantee convergence. Still bR has empirically proven its usefulness in machine
learning, applied statistics, and many scientific disciplines. Our analysis reveals that poten-
tial success (or failure) of n bR and bR is best understood by studying (i) the relation between
the non-stationary variance and the squared bias, and (ii) how well n bR monitors the non-
stationary variance. In addition to working in the many-short-chains regime, n bR provides
more guidance to choose the threshold, 1 + ✏, notably in the N = 1 limit (Corollary 13).
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Adaptive warmup length

Figure 9: Scaled squared error after fitting the Eight Schools and German Credit models
with an adaptive warmup length. The solid line is the expected scaled squared
error and the dotted line the 97.5th quantile of a �2

1 distribution.

A less conventional option—but compelling in certain machine learning settings—is to use
a lenient tolerance on non-stationary variance to enable fast biased MCMC, as a way to
reproduce the behavior of variational inference (Ho↵man and Ma, 2020).

n bR requires a partition of the chains into superchains. No choice of partition uniformly
minimizes the variance of n bR during all phases of MCMC. Based on our numerical exper-
iments, we recommend using K = 4, 8, or 16 initializations, when running KM = 128
chains. The nesting strategy we introduce is general, and opens the prospect of generalizing
other variations on bR for the many-short-chains regime, including multivariate bR (Brooks
and Gelman, 1998; Vats and Knudson, 2021; Moins et al., 2022), rank-normalized bR (Ve-
htari et al., 2021) and local bR (Moins et al., 2022). Nesting can further be used for less
conventional convergence diagnostics, such as R⇤, which uses classification trees to compare
di↵erent chains (Lambert and Vehtari, 2022). A generalization of R⇤ for superchains is an
interesting direction for future work.
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J. Gabry, P.-C. Bürkner, and M. Modrák. Bayesian workflow. arXiv:2011.01808, 2020.

24

http://archive.ics.ucl.edu/ml
http://archive.ics.ucl.edu/ml


Nested bR

J. Geweke. Evaluating the accuracy of sampling-based approaches to the calculation of
posterior moments. In Bayesian Statistics 4, pages 169–193. Oxford University Press,
1992.

C. Geyer. Practical Markov chain Monte Carlo. Statistical Science, 7:473–483, 1992.

C. Geyer. Introduction to Markov chain Monte Carlo. In S. Brooks, A. Gelman, G. L.
Jones, and X.-L. Meng, editors, Handbook of Markov Chain Monte Carlo. CRC Press,
2012.

W. R. Gilks, G. O. Roberts, and E. I. George. Adaptive direction sampling. Journal of the
Royal Statistical Society: Series D (The Statistician), 43(1):179–189, 1994.

P. W. Glynn and C.-H. Rhee. Exact estimation for Markov chain equilibrium expectations.
Journal of Applied Probability, 51:377–389, 2014.

L. Grinsztajn, E. Semenova, C. C. Margossian, and J. Riou. Bayesian workflow for disease
transmission modeling in Stan. Statistics in Medicine, 40:6209–6234, 2021.

W. K. Hastings. Monte Carlo sampling methods using Markov chains and their applications.
Biometrika, 57:97–109, 1970.

M. Ho↵man and P. Sountsov. Tuning-free generalized Hamiltonian Monte Carlo. Proceedings
of Machine Learning Research, 151:7799–7813, 2022.

M. D. Ho↵man and A. Gelman. The no-U-turn sampler: Adaptively setting path lengths in
Hamiltonian Monte Carlo. Journal of Machine Learning Research, 15:1593–1623, 2014.

M. D. Ho↵man and Y. Ma. Black-box variational inference as a parametric approximation
to Langevin dynamics. International Conference on Machine Learning, 2020.

M. D. Ho↵man, A. Radul, and P. Sountsov. An adaptive MCMC scheme for setting trajec-
tory lengths in Hamiltonian Monte Carlo. International Conference on Artificial Intelli-
gence and Statistics, 2021.
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A. Missing proofs and comments

A.1 Proof of Proposition 3

For all chains, ✓̄(·m) is identically distributed. By consistency of the sample variance, bB
convergences almost surely to B , V�✓̄(·m).

Next, we apply the law of large numbers along M and get:

cW a.s
����!
M!1

1

N � 1

NX

n=1

E�
⇣
✓(nm)

� ✓̄(·m)
⌘2

=
1

N � 1

NX

n=1

⇣
E�[✓(nm)]2 + E�[✓̄(·m)]2 � 2E�(✓(nm)✓̄(·m))

⌘
.

Now

NX

n=1

E�(✓(nm)✓̄(·m)) = N
1

N

NX

n=1

E�(✓(nm)✓̄(·m))

= NE�

 
1

N

NX

n=1

✓(nm)✓̄(·m)

!

= NE�[✓̄(·m)]2.

Plugging this back in yields,

cW a.s
����!
M!1

1

N � 1

NX

n=1

⇣
E�[✓(nm)]2 � E�[✓̄(·m)]2

⌘

=
1

N � 1

NX

n=1

⇣
V�✓(nm) + [E�✓(nm)]2 � V�✓̄(·m)

� [E�✓̄(·m)]2
⌘

=
1

N � 1

NX

n=1

h
V�✓(nm)

� V�✓̄(·m)
i
+
h
(E�✓(nm))2 � (E�✓̄(·m))2

i
,

as desired. ⌅

A.2 Counterexample to Proposition 7 for Markov chains with negative

autocorrelation

Consider a stationary Markov chain made of N = 4 samples, with the following covariance
matrix:

⌃ =

2

664

1 · · · · · · · · ·

�1/2 1 · · · · · ·

1/4 �1/2 1 · · ·

�1/8 1/4 �1/2 1

3

775 .

For ease of notation, we drop the superscript denoting the chain number, m. Then V⇡✓(1) =
1 and

lim
W!1

V�✓̄ ⇡ 0.11 < 0.25 = V⇡✓(1)/N.
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Thus

lim
W!1

W =
N

N � 1

✓
V⇡✓(1) � lim

W!1
V�✓̄

◆
> V⇡✓(1),

which violates inequality (10).

A.3 Proof of Theorem 11

Applying the law of large numbers along K yields,

ncW a.s
����!
K!1

E�B̃k + E�W̃k.

Following the steps used to compute the limit of cW in Section A.1, we obtain,

EB̃k =
1

M � 1

MX

m=1

V�✓̄(·mk)
� V�✓̄(··k)

=
M

M � 1

⇣
V�✓̄(·mk)

� V�✓̄(··k)
⌘
,

where the absence of a drift term is due to the fact E�✓̄(·mk) = E�✓̄(··k), since the ✓̄(·mk)’s
are identically distributed. We next apply the law of total variance:

V�✓̄(·mk) = E⇡0V�(✓̄(·mk)
| ✓k0) + V⇡0E�(✓̄(·mk)

| ✓k0),

and

V�✓̄(··k) = E⇡0V�(✓̄(··k) | ✓k0) + V⇡0E�(✓̄(··k) | ✓k0)

=
1

M
E⇡0V�(✓̄(·mk)

| ✓k0) + V⇡0E�(✓̄(·mk)
| ✓k0),

where the second line follows from noting that, conditional on ✓k0 , the chains are independent,
and that E�(✓̄(··k) | ✓k0) = E�(✓̄(·mk)

| ✓k0). Plugging this result back, we get

EB̃k =
M

M � 1


E⇡0V�(✓̄(·mk)

| ✓k0)�
1

M
E⇡0V�(✓̄(·mk)

| ✓k0)

�

= E⇡0V�(✓̄(·mk)
| ✓k0).

Next, if N = 1, W̃ = 0. If N > 1, W̃ is W averaged over M identically distributed chains,
meaning EW̃ = W . Thus

EW̃k = W 0 ,
(

1
N�1

PN
n=1V�✓(nmk)

� V�✓̄(·mk) + (E�✓(nmk))2 � (E�✓(·mk))2 if N > 1

0 if N = 1,

and
nW = E⇡0V�(✓̄(·mk)

| ✓k0) +W 0,

as desired. Furthermore, all expectations and variances are taken over a single chain,
meaning nW is constant with respect to M .
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Finally,

nB = Var�✓̄
(..k)

= E⇡0
h
V�
⇣
✓̄(..k) | ✓k0

⌘i
+ V⇡0

h
E�
⇣
✓̄(..k) | ✓k0

⌘i

=
1

M
E⇡0

h
V�
⇣
✓̄(.mk)

| ✓k0

⌘i
+ V⇡0

h
E�
⇣
✓̄(.mk)

| ✓k0

⌘i
,

which concludes the proof of Theorem 11. ⌅

A.4 Proof of Corollary 12

For W ! 1, the chains are stationary and have “forgotten” their initialization, that is
V⇡0E�(✓̄(·mk)

| ✓k0) = 0. Thus

E�B̃k = E⇡0V�(✓̄(·mk)
| ✓k0) = V�✓̄(·mk).

The drift term in E�W̃ goes to 0. We also have V✓(nmk) = �2, where �2 is the variance of
the stationary distribution, ⇡. Thus

nW =
1

N � 1
V�✓̄(·mk) +

N

N � 1
�2.

Thus

nB

nW
=

V�✓̄(·mk)

M
⇣

1
N�1V�✓̄(·mk) + N

N�1�
2
⌘ .

Noting that ESS(1) = �2/V�✓̄(·mk),

nB

nW
=

1

M
⇣
1+NESS(1)

N�1

⌘ .

⌅

A.5 Proof of Corollary 13

When N = 1, W̃k = 0. Thus nW = E⇡0V�(✓̄(·mk)
| ✓k0) and

nB

nW
=

E⇡0V�(✓̄(·mk)
| ✓k0)

ME⇡0V�(✓̄(·mk) | ✓k0)
+

V⇡0E�(✓̄(·mk)
| ✓k0)

E⇡0V�(✓̄(·mk) | ✓k0)

=
1

M
+

V⇡0E�(✓̄(·mk)
| ✓k0)

E⇡0V�(✓̄(·mk) | ✓k0)
.

Finally, ✓̄(·mk) = ✓(1mk), given that N = 1. ⌅
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A.6 Proof of Lemma 15

Let  denote the stochastic process which generates XT , and further break this process into
(i) ⇡0, the process which draws x0 and (ii)  the process which generates XT conditional on
x0. Following the same arguments as in the previous sections of the Appendix, we leverage
Corollary 13,

nB

nW
=

1

M
+

V⇡0E (XT | X0)

E⇡0V (XT | X0)
.

It is well known that Ornstein-Uhlenbeck SDEs, such as the Langevin di↵usion SDE tar-
geting a Gaussian, admit explicit solutions; see Gardiner (2004). The solution of (22) given
X0 = x0 is given for T > 0 by

XT = e�Tx0 + µ(1� e�T ) +
p
2�

Z T

0
e�(T�s)dWs. (32)

Now, integrating with respect to X0 ⇠ ⇡0 = normal(µ0,�0) yields

E⇡0E (XT | X0) = µ0e
�T + µ(1� e�T ),

then
V⇡0E (XT | X0) = V⇡0

�
X0e

�T + µ(1� e�T )
�
= e�2T�20,

and
E⇡0V (XT | X0) = E⇡0�2(1� e�2T ) = �2(1� e�2T ),

from which the desired result follows. ⌅

A.7 Proof of Theorem 17

The bias is given by
E(XT )� E⇡(µ) = (µ0 � µ)e�T ,

which is a monotone decreasing function of T . The time at which the scaled squared bias
is below �0 is obtained by solving

(µ0 � µ)2e�2T

�2
 �0.

If (µ0 � µ)2/�2  �0, than the above condition is verified for any T and n bR is trivially
(�, �0)-reliable. Suppose now that (µ0 � µ)2/�2 > �0. Then we require

T �
1

2
log

✓
(µ0 � µ)2

�0�2

◆
, T ⇤.

It remains to ensure that for T < T ⇤, nB/nW > �. Plugging in T ⇤ in the expression from
Lemma 15 and noting nB/nW is monotone decreasing in T , we have

�20 >

✓
� �

1

M

◆⇣
e2T

⇤
� 1
⌘
�2,

which is the wanted expression. ⌅
Remark 19 If � < 1/M , then the condition nB/nW < � cannot be verified. Hence n bR
is reliable in a trivial sense, meaning we never erroneously claim convergence because we
never claim convergence.
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A.8 Proof of Theorem 18

At stationarity, the chains have forgotten their initialization and are mutually independent.
Since N = 1 and by assumption (iii), our draws are independent and standard normal. Let

S2
p =

1

MK �K

KX

k=1

MX

m=1

⇣
✓(1mk)

� ✓̄(1·k)
⌘2

=
1

K

KX

k=1

1

M � 1

MX

m=1

⇣
✓(1mk)

� ✓̄(1·k)
⌘2

,

and note that S2
p = cW , in the special case where N = 1. Then following the argument by

Casella and Berger (2002, chapter 11) on the ANOVA null, we have that

PK
k=1M

�
✓̄(1·k) � ✓̄(1··)

�2

cW
⇠ (K � 1)FK�1,MK�K .

Rearranging the terms,

1
K�1

PK
k=1

�
✓̄(1·k) � ✓̄(1··)

�2

cW
=
bB
cW
⇠

1

M
FK�1,MK�K ,

as desired. ⌅

Remark 20 Theorem 18 can be used to construct a hypothesis test, with the null given by
assumptions (i), (ii), and (iii). It is then straightforward to control Type I error. The null
hypothesis is the same as the one that arises in the ANOVA setup. On the other hand,
the alternative—the chains are not stationary— violates the ANOVA assumptions and it
is unclear how to control Type II error. In practice, after running the chains for a finite
time, stationarity is not achieved, which is why we prefer reasoning about the tolerance on
non-stationary variance, rather than whether or not the null is true (it won’t be).

B. Reliability condition

We extend Section 5.1 by numerically evaluating the reliability of n bR and adapting our
theoretical analysis to bR.

B.1 Numerical experiment on the reliability of n bR

We consider two target distributions:

• A standard Gaussian, thereby conforming to the assumption of our theoretical analysis
in Section 5.1.

• A mixture of two standard Gaussians. This violates a key assumption in our analysis
and constitutes a canonical example where bR potentially fails. In this example the
Markov chains fail to mix, hence reliability is achieved if n bR detects non-convergence.
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Figure 10: (�, �0)-reliability of n bR for varying initial bias, µ0, and initial variance, �20.

We approximate Langevin di↵usion using the MALA algorithm, which is equivalent to HMC
with a one-step leapfrog integrator. The step size is 0.04, which is chosen to be as small
as possible while ensuring that n bR reports convergence after  20, 000 iterations for the
standard Gaussian target. We consider M = 16, with � = 1.5/M and �0 = �/5. The
K ! 1 limit is approximated using K = 1024. The results are shown in Figure 10. The
theoretical lower bound (Theorem 17) is accurate when using a standard Gaussian target.
When targeting a mixture of Gaussians, the lower bound is too conservative. As argued in
Section 5.2, n bR fails on multimodal targets because it is noisy, rather than biased, especially
when K, the number of initializations, is small. This failure mode is not captured by the
reliability criterion, which is defined in the limit where K !1.

B.2 Reliability condition for bR

We here conduct an analysis for bR similar to the one conducted for n bR in Section 5.1,
which also relies on approximating the MCMC chain by a Langevin di↵usion. There are
three di↵erences that we consider here, compared to the study of n bR: (i) each Monte Carlo
estimator is now made up of only one chain and all chains are independent, (ii) the chains do
not include warmup, i.e., W = 0, and (iii) the length of each chain is chosen as N = bT/hc
for a small value step size h such that for each chain m, the distribution of ✓(bt/hcm) can be
approximated by the Langevin solution defined in (32). The distribution of each (within
chain) estimator can therefore be approximated by the distribution of

XT =
1

T

Z T

0
Xsds. (33)
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In this framework, the limits of B and W as h! 0 yield

B = V (X̄T ), W =
1

T

Z T

0
E
h�
Xt � X̄T

�2i
.

Lemma 21 Suppose we initialize a process at X0 ⇠ ⇡0, which evolves according to (22)
from time t = 0 to t = T > 0, and let X̄T be defined as above. Denote its distribution as
 . Let

⇢T , 1

T
(1� e�T ),

⇠T , 1

2T

�
1� e�2T

�
.

⌘T , 2

T
(1� ⇢T ).

Then
E X̄T � E⇡X = (µ0 � µ)⇢T , (34)

and
B

W
=

(�20 � �
2)⇢2T + �2⌘T

(�20 � �
2 + (µ0 � µ)2)(⇠T � ⇢2T ) + �2(1� ⌘T )

. (35)

Proof Let  denote the stochastic process which generates Xt. Once again, we exploit
the explicit solution (32) to the Langevin SDE. We begin with the numerator.

B = V (X̄T )

=
1

T 2

Z T

0

Z T

0
Cov (Xs, Xt)dsdt

=
1

T 2

Z T

0

Z T

0

⇣
(�20 � �

2)e�(s+t) + �2e�|s�t|
⌘
dsdt

= (�20 � �
2)⇢2T + 2

✓
�2

T
+ (�1 + e�T )

�2

T 2

◆

= (�20 � �
2)⇢2T + �2⌘T .

Next we have

W =
1

T

Z T

0
E
h�
Xt � X̄T

�2i
.

Following the same steps to prove Proposition 3, we have

W =
1

T

Z T

0

⇥
V (Xt)� V (X̄T )

⇤
+
⇥
(E (Xt))

2
� (E (X̄T ))

2
⇤
dt.

Computing each term yields

E (Xt) = µ+ (µ0 � µ)e�t

V (Xt) = �2 + (�20 � �
2)e�2t

E (X̄T ) = µ+ (µ0 � µ)⇢T

V (X̄T ) = �2⌘T + (�20 � �
2)⇢2T
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Constructing W term by term,

1

T

Z T

0
(V (Xt)� V (X̄T ))dt =

1

T

Z T

0
�2(1� ⌘T ) + (�2 � �20)(e

�2t
� ⇢2T )dt

= �2(1� ⌘T ) + (�20 � �
2)(⇠T � ⇢

2
T ),

Similarly,

1

T

Z T

0
((E (Xt))

2
� (E (X̄T ))

2)dt =
1

T

Z T

0
(µ0 � µ)(e�t

� ⇢T )(2µ+ (µ0 � µ)(e�t + ⇢T ))dt

= (µ0 � µ)2(⇠T � ⇢
2
T ).

Putting it all together, we have

W = (�20 � �
2 + (µ0 � µ)2)(⇠T � ⇢

2
T ) + �2(1� ⌘T ).

Remark 22 Taking the limit at T ! 0 yields

lim
T!0

⇢T = lim
T!0

⇠T = lim
T!0

⌘T = 1

Thus lim
T!0

B = �20 and lim
T!0

W = 0, therefore lim
T!0

B/W = +1.

Theorem 23 If (µ � µ0)2/�2  �0, then bR is always (�, �0)-reliable. Suppose now that
(µ� µ0)2/�2 > �0. Let T ⇤ solve

(µ� µ0)2⇢2T
�2

= �0,

for T . Assume:

(A1) B/W is monotone decreasing (conjecture: this is always true).

(A2) � verifies the upper bound

� <
1

1
2T

⇤ coth
�
T ⇤
2

�
� 1

where coth is the hyperbolic cotangent.

Then bR is (�, �0)-reliable if and only if

�20 �
�(⇠T ⇤ � ⇢2T ⇤)(µ� µ0)2 + [�(1 + ⇢2T ⇤ � ⌘T ⇤ � ⇠T ⇤)� (⌘T ⇤ � ⇢2T ⇤)]�2

(1 + �)⇢2T ⇤ � �⇠T ⇤
. (36)
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Proof When (µ � µ0)2/�2  �0, (�, �0)-reliability follows from the fact ⇢T and thence the
bias are monotone decreasing.

Consider now the case where (µ � µ0)2/�2 > �0. To alleviate the notation, assume
without loss of generality that µ = 0. Per Assumption (A1), it su�ces to check that for
T = T ⇤, B/W � �. Per Lemma 21, this is equivalent to

(�2
0��2)⇢2T⇤+�2⌘T⇤

(�2
0��2+µ2

0)(⇠T⇤�⇢2T⇤ )+�2(1�⌘T⇤ )
� �

()
�2
0⇢

2
T⇤+(⌘T⇤�⇢2T⇤ )�2

�2
0(⇠T⇤�⇢2T⇤ )+(µ2

0��2)(⇠T⇤�⇢2T⇤ )+�2(1�⌘T⇤ )
� �

() �20(⇢
2
T ⇤ + �(⇢2T ⇤ � ⇠T ⇤)) � �

⇥
(µ2

0 � �
2)(⇠T ⇤ � ⇢2T ⇤)

⇤
+ �(1� ⌘T ⇤)�2

�(⌘T ⇤ � ⇢2T ⇤)�2

() �20[(1 + �)⇢2T ⇤ � �⇠T ⇤ ] � �µ2
0(⇠T ⇤ � ⇢2T ⇤)

+[�(1 + ⇢2T ⇤ � ⌘T ⇤ � ⇠T ⇤)� (⌘T ⇤ � ⇢2T ⇤)]�2.

To complete the proof, we need to show that
�
(1 + �)⇢2T ⇤ � �⇠T ⇤

�
is positive. This will not

always be true, hence the requirement for Assumption (A2). We arrive at this condition by
expressing ⇠T in terms of ⇢2T .

⇠T =
⇠T
⇢T
⇢T

=
1

2

✓
1� e�2T

1� e�T

◆
⇢T

=
1

2

✓
1� e�T + e�T

� e�2T

1� e�T

◆
⇢T

=
1

2

✓
1 + e�T 1� e�t

1� e�T

◆
⇢T

=
1

2
(1 + e�T )⇢T

=
1

2

✓
1 + e�T

⇢T

◆
⇢2T

=
1

2

✓
T
1 + e�T

1� e�T

◆
⇢2T

=
1

2
T coth(T/2)⇢2T .

Thus

(1 + �)⇢2T ⇤ � �⇠T ⇤ = ⇢2T ⇤


1 + � �

�

2
T coth(T/2)

�
,

which by assumption (A2) is positive.
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Figure 11: Upper bound on � to verify Assumption (A2) in Theorem 23

Remark 24 On the right side of (36), all terms in parenthesis in the numerator are posi-
tive, meaning the numerator comprises a positive term scaled by �,

�
⇥
(⇠T ⇤ � ⇢2T ⇤)(µ� µ0)

2 + (1 + ⇢2T ⇤ � ⌘T ⇤ � ⇠T ⇤)�2
⇤
,

and a negative term,

�(⌘T ⇤ � ⇢2T ⇤)�2.

This second term appears in the expression for B (Lemma 21), which we can rewrite as

B = �20⇢
2
T + �2(⌘T � ⇢

2
T ) � �

2(⌘T � ⇢
2
T ).

This lower bound does not cancel with W , ensuring that B/W is nonzero. Hence for

� 
(⌘T ⇤ � ⇢2T ⇤)�2

(⇠T ⇤ � ⇢2T ⇤)(µ� µ0)2 + (1 + ⇢2T ⇤ � ⌘T ⇤ � ⇠T ⇤)�2

the reliability condition is always met, including even when �20 = 0. This is comparable to
the � < 1/M case in Theorem 17.

We can understand Assumption (A2) as a requirement that � be not too large compared
to �0, since a smaller �0 implies a larger T ⇤. Why such a requirement exists remains conceptu-
ally unclear. We simulate the upper bound for �0 2 (0, 1), �2 = 1 and |µ0�µ| 2 {1, 2, · · · , 5}
(Figure 11). In the studied cases, the upper bound on � is always at least ⇠3 times �0 and
potentially orders of magnitude larger.

C. Additional experiments on the variance of n bB

Figure 12 demonstrates how the variance of n bB/ncW decreases as we increase N . Figure 13
shows how increasing the total number of chains, KM , reduces the variance.
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Figure 12: Variance of n bB/ncW for varying chain lengths, estimated for KM = 128 chains,
split into K superchains, and varying length, N . In this simulation, the chains
are stationary.
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Figure 13: Variance of n bB/ncW for varying number of chains, split into K = 64 superchains,
each with N = 1 draw. Adding more chains reduces the variance, but even after
substantially increasing the number of chains, the stationary variance of n bB/ncW
remains larger than when using K = 2 for KM = 128 chains.
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D. Description of models

We provide details on the target distributions used in Section 6. For the first three examples
(Banana, German Credit, and Eight Schools), precise estimates of the mean and variance
along each dimension can be found in the Inference Gym (Sountsov et al., 2020). For the
fourth example (Pharmacokinetics), we compute benchmark means and variances using
2048 chains, each with 1000 warmup and 1000 sampling iterations. We run MCMC using
TensorFlow Probability’s implementation of ChEES-HMC (Ho↵man et al., 2021). The
resulting e↵ective sample size is between 60,000 and 100,000 depending on the parameters.

D.1 Non-convex level sets (Dimension = 2)

“Banana” is a nonlinearly transformed normal distribution with highly non-convex level
sets; see Example 1.

D.2 Logistic regression (Dimension = 25)

“German Credit” is a Bayesian logistic regression model applied to a dataset from a machine
learning repository (Dua and Gra↵, 2017). There are 24 features and an intercept term.
The joint distribution over (✓, y) is

✓ ⇠ normal(0, 1)

yn ⇠ Bernoulli

✓
1

1 + e�✓T xn

◆
,

and our goal, here and in all the below examples, is to sample from the posterior distribution,
⇡(✓ | y).

D.3 Hierarchical model (Dimension = 10)

“Eight Schools” is a Bayesian hierarchical model describing the e↵ect of a program to train
students to perform better on a standardized test, as measured by performance across 8
schools (Rubin, 1981). We estimate the group mean and the population mean and variance.
To avoid a funnel shaped posterior density, we use a non-centered parameterization:

µ ⇠ normal(5, 3)

� ⇠ normal+(0, 10)

⌘n ⇠ normal(0, 1)

✓n = µ+ ⌘n�

yn ⇠ normal(✓n,�n),

with the posterior distribution taken over µ and ⌘.

D.4 Di↵erential equation model (Dimension = 45)

“Pharmacokinetics” is a one-compartment wodel with first-order absorption from the gut
that describes the di↵usion of a drug compound inside a patient’s body. Oral administration
of a bolus drug dose induces a discrete change in the drug mass inside the patient’s gut.
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The drug is then absorbed into the central compartment, which represents the blood and
organs into which the drug di↵uses profusely. This di↵usion process is described by the
system of di↵erential equations:

dmgut

dt
= �k1mgut

dmcent

dt
= k1mgut � k2mcent,

which admits the analytical solution, when k1 6= k2,

mgut(t) = m0
gut exp(�k1t)

mcent(t) =
exp(�k2t)

k1 � k2

�
m0

gutk1(1� exp[(k2 � k1)t] + (k1 � k2)m
0
cent)

�
.

Here m0
gut and m0

cent are the initial conditions at time t = 0.
A patient typically receives multiple doses. To model this, we solve the di↵erential

equations between dosing events, and then update the drug mass in each compartment,
essentially resetting the boundary conditions before we resume solving the di↵erential equa-
tions. In our example, this means adding mdose, the drug mass administered by each dose,
to mgut(t) at the time of the dosing event. We label the dosing schedule as x.

Each patient receives a total of 3 doses, taken every 12 hours. Measurements are taken
at times t = (0.083, 0.167, 0.25, 0.5, 0.75, 1, 1.5, 2, 3, 4, 6, 8) hours after each dosing event.

We simulate data for 20 patients and for each patient, indexed by n, we estimate the
coe�cients (kn1 , k

n
2 ). We use a hierarchical prior to pool information between patients and

estimate the population parameters (kpop1 , kpop2 ) with a non-centered parameterization. The
full Bayesian model is:

hyperpriors:

kpop1 ⇠ lognormal(log 1, 0.1)

kpop2 ⇠ lognormal(log 0.3, 0.1)

�1 ⇠ lognormal(log 0.15, 0.1)

�2 ⇠ lognormal(log 0.35, 0.1)

� ⇠ lognormal(�1, 1)

hierarchical priors:

⌘n1 ⇠ normal(0, 1)

⌘n2 ⇠ normal(0, 1)

kn1 = kpop1 exp(⌘n1�1)

kn2 = kpop2 exp(⌘n2�2)

likelihood:

yn ⇠ lognormal(logmcent(t, k
n
1 , k

n
2 , x),�).

We fit the model on the unconstrained scale, meaning the Markov chains explore the pa-
rameter space of, for example, log kpop1 2 R, rather than kpop1 2 R+.
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Figure 14: Fraction of Monte Carlo estimates with scaled squared error above the 95th quan-
tile of the stationary error distribution (Section 6.1). The blue line represents
the lower bound on n bR when K !1. With N = 1 and a relatively small number
of chains, n bR is noisy. The K = 8 and K = 16 cases seem to work reasonably
well, with a fraction falling below 0.10, albeit not reaching the desired 0.05.

E. Additional numerical experiments

Figure 14 provides numerical results for our experiments when using N = 1 draws to
compute n bR.
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F. Algorithm for adaptive warmup length

Algorithm 1 summarizes our adaptive warmup length procedure. We denote the MCMC
sampler �, which admits two arguments: �, the tuning parameters of the sampler, and ✓,
the current state for all chains. If we use an adaptive scheme, both � and ✓ are updated at
each warmup iteration. After the end of a window of length w, we use s draws to construct
Monte Carlo estimators for all Q scalar functions of interest, denoted f1, f2, . . . , fQ. For

each function, we compute n bR and check that it is smaller than 1+✏. If the number of chains
is smaller than the target ESS, we can run the chains for more iterations after warmup until
we achieve the desired ESS.

An open question is whether to only examine the unnormalized log target density as
done by Zhang et al. (2020) or compute n bR for all expectation values of interest. The
former is convenient and sidesteps multiple comparison problems, while the latter better
aligns with users’ goals. We here opt to examine all quantities of interest.
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Algorithm 1: Adaptive warmup length

1 Input: �, ⇡0, �0; K, M . Tuning parameters for MCMC

2 f1, · · · , fQ, w, s, ✏, Tmax . Tuning parameters for adaptive warmup

3 for k 2 {1, 2, · · · ,K} do

4 ✓k0 ⇠ ⇡0

5 Initialize all chains in kth group at ✓k0 .

6 Set tuning parameters, � �0.

7 Set chain states, ✓  ✓0.

8 end

9 for t 2 {1, 2, · · · , Tmax} do

10 Run w warmup iterations using �(�, ✓).

11 Update � and ✓.

12 Draw ✓prop for s sampling iterations using �(�, ✓).

13 ⇤ TRUE . Track convergence condition for all q’s.

14 for q 2 {1, 2, · · · , Q} do

15 Compute n bR for fq(✓prop).

16 if (n bR > 1 + ✏) then

17 ⇤ FALSE

18 Break

19 end

20 end

21 if (⇤ = TRUE) then

22 Terminate warmup.

23 end

24 end

25 Return: ✓prop; f1(✓prop), ..., fQ(✓prop); �.
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